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Introduction
The Reynolds Object Database (RODB) package implements a basic persistent-object database using C++. It provides a simple mechanism for incorporation into an application program.

RODB uses a cooperative persistence mechanism. Each storable class is responsible for generating its own storage record, and for validating storage records read from the database. A creator function associated with each class actually reconstructs an object from its storage record. The database object (of class RObjDB) encapsulates file interaction, indexing, and searching, and in general manages the database.

The database core consists of two classes. The first, RObjDB, implements the database itself, handling storage, retrieval, removal, and modification of storage records, as well as indexing and other database overhead. The second, RODBRegistrar, handles registering and looking up creator functions. This separation of database and class registration allows multiple databases to share the same registration tables and eliminates duplicate registrations.

The remainder of the RODB persistence mechanism resides in the RStorable class and its descendants. The virtual class RStorable implements a storage-record header and defines the methods required to support conversion to and from storage records. Subclasses must override several of these methods.

Each class to be stored in the database must have an associated creator function, which attempts to create a new instance of the subject class from a storage record. It returns a NULL pointer if it fails, or the new object if it succeeds. It also returns an error code of type EODBResult, defined in “RODB.h.” This requires a little more work on the programmer’s part than some persistence mechanisms, but it allows graceful failure: you don’t have to raise an exception just because you were unable to reconstruct an object from the database. It also guarantees that any object retrieved from the database is a valid and complete object; any invalid object (as determined by the particular object’s class methods) will be destroyed and a NULL pointer returned by the creator function.

RODB does not perform record locking on stored objects. If the database is opened for read/write access, records may be modified, added, or deleted. If the database is opened for read-only access, records may be retrieved, but may not be modified, added, or deleted.

Using RODB

To use RODB in your programs you must do the following:

•
Make sure each class to be stored in the database inherits from RStorable; they must override some of its methods. See RStorable documentation for details.
•
For each storable class, generate a static creator function (or class method) with the following form:


static EODBResult CreateFromBuffer(const char* inRecord,


RStorable* outObject);


This function attempts to create a new instance of the subject class from the storage record in inBuffer. It returns NULL in outObject if it fails, or a pointer to the new object if it succeeds. It also returns an error code. The error return values are defined in “RODB.h.” See “RODBHeader” and “RODBIndex” for examples of creator functions.
•
Assign each storable class a unique four-letter storage class ID. For example, the storable string class provided with RODB defines RString::classID = ‘Strg’ as its storage class. (Note that although these storage class IDs resemble OSType (creator/type) codes, there is no connection between the OSType and storage class codes.)

•
Before attempting to read an object from the database, your application must register the creator function with the database. To do this, call ODBRegistrar()->RegisterCreatorFunction() for each storage class you expect to read from the database. Always check the result code returned by RegisterCreatorFunction().

Storing an Object in the Database

To store an object in the database, send it to your database in a Store() message. The database will assign a unique serial number (SN) to the object, and attempt to add it to the file. Store() will return the result of the attempt in an EODBResult code.

If the object already has a SN, the database will be searched for a matching SN. If a match is not found, the object is stored. If a match is found, the object is not stored, and an error code is returned.

Retrieving an Object from the Database

To retrieve an object from the database, call Retrieve() with a storage class and serial number. If the object is found in the database, it is reconstructed from the storage record and returned. Otherwise, Retrieve() returns odbItemNotFound.

Replacing an Object in the Database

To replace an object in the database, send it to your database in a Replace() message. If the database was opened for read-only access, Replace() will return odbCantModify. If the database was opened for read/write access, Replace() will search the database for a record with the same storage class and serial number as the passed object. If it finds the matching record, it will replace it with a new record generated from the passed object and return odbNoErr. If it does not find the record, it will not store the passed object, and will return odbItemNotFound as its result code.

Removing an Object from the Database

To remove an object from the database, send either the object or its serial number to your database in a Delete() message. The copy of the object in memory will not be deleted.
If the database was opened for read/write access and you pass an object pointer, the object will be deleted from the database and its serial number will be set to ODB_SN_UNDEFINED.
 Otherwise, Delete() will return odbCantModify. If the object is not found in the database, Delete() will return odbItemNotFound.
If the database was opened for read/write access and you pass a serial number, the object will be deleted from the database (it will not be deleted from memory). Otherwise, Delete() will return odbCantModify. If the object is not found in the database, Delete() will return odbItemNotFound.

If the database was opened for read-only access, Delete() will immediately return odbCantModify, and will not attempt to locate or delete the object.

Implementation Details

Why Buffers Instead of Streams?

The RODB package creates objects from dynamically allocated buffers. This provides the database engine the flexibility to perform file I/O in large chunks so that many database searches can be performed in memory. Found objects can then be constructed from the buffer without re-reading them from the disk file. This can be done using file streams and memory streams, but only with greater difficulty. The implementation may be changed from buffers to streams at some future date, but such change should have little impact if any on the application programming interface.

Database File Format

Fundamentally, the database consists of an indexed sequential file of variable-size object records. Each record begins with an object header with the following format:

struct
SStorableHeader {


ODB_ID_TYPE

recordClass;


ODB_SN_TYPE

serialNumber;


Uint32


recordSize;

};

recordClass is the record storage class (e.g. ‘Strg’ for storable strings).
serialNumber is the unique serial number assigned to the object by RODB.
recordSize is the total size of the storage record (including the object header) in bytes.
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Note that as a result of this approach, the database is strictly an object database—you cannot store atomic (intrinsic) data types in the database unless you create an object wrapper for them. However, most atomic data values that are stored in databases are actually part of a data record of some kind, which can be easily converted to an object. In particular, the RODBBlob class facilitates the storage of arbitrary binary data.

Two foundation record classes are defined to provide further structure to the database file: RODBHeader and RODBIndex. An additional index class is defined for search results.

Some storage class identifiers are reserved for use by RODB. These are:

‘Hdr0’–‘Hdr9’
Current and possible future header records.
‘Idx0’–‘Idx9’
Current and possible future index records.
‘IdxS’

Search results index records.
In addition, RODB defines some fully functional storable class examples. If you wish to use these classes, you should avoid using their storage class identifiers for other classes:

‘Strg’
String class

Database Header Record

The first record in the database is always a database header record (RODBHeader) with storage class ODB_ID_HEADER (‘Hdr0’). This header contains the version number of RODB that generated the file, the next available unique serial number, a flag describing whether serial numbers can be reused, and the offset in the file of the primary index.

struct SODBHeaderRec {


SStorableHeader

recordHeader;


Uint32



odbVersion;


Boolean


canReuseSerialNumbers;


ODB_SN_TYPE


nextAvailSerialNumber;


Uint32



baseIndexOffset;

};

The version number provides for future extension of the RODB database package without “breaking” older versions. Newer versions of RODB may not be able to write database files compatible with older versions of the package, but will be able to read and update databases created by older versions with no loss of information.

nextAvailSerialNumber indicates the next serial number (in numerical order) that is available for assignment to an object in the database. (Note that the same serial number may be used in numerous different databases). If the canReuseSerialNumbers flag is TRUE, the database may reuse serial numbers that were previously assigned to deleted objects.
 (However, allowing serial number reuse will degrade database performance due to increased overhead.) Since serial numbers are declared as 32-bit unsigned integers, a total of 4.2 million objects can be added to the database before reuse becomes necessary. Periodically compacting the database with odbRenumberObjects specified should eliminate the need for reuse entirely. See RObjDB documentation for further information.
The offset to the primary index allows instant retrieval of the primary sequential object index when a database is opened, without having to search through the database file for the index record.

Primary Object Index

Each RODB database contains a primary index record. This record is written at the end of the database file when the database is closed. The offset in the file to the start of the primary index record is stored in the database header record. A database file will contain only one primary index record (storage class odbPrimaryIndex = ‘Idx0’).

The primary index is an index to all object storage records in the database except the primary index record itself and the database header record.

Synchronization between the primary index and the database is maintained at all times. The primary index is adjusted whenever an object is added to, removed from, or modified in the database.

The primary index is retrieved from the database when the database is opened. If the primary index record is not found in the database, a new primary index is constructed by scanning the database. How long this scan takes will depend on the size of the database file. The primary index record might not be found in the database if the database was not properly closed (due to program crash or other unexpected event).
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For performance reasons, the primary index is not written to the file after every database modification. Instead, it is written as the last storage record in the file when the database is closed. As a result, the primary index can become corrupted due to program crashes. In order to detect such corruption, the primary database record is deleted from the database file when the file is opened. This forces the database to automatically reconstruct the primary index when the database is opened after a program crash.

Other Index Records

An RODB database can contain other indices in addition to the primary index. For example, a database search can generate an index of all records matching a given set of search criteria. Such an index might be used by a browser to show a list of records, and might provide faster retrieval than using the primary index in a large database. Search indices may be stored in the database for future retrieval (storage class ‘IdxS’). 

v

Note, however, that such additional indices are not guaranteed to be synchronized with the database. Such synchronization is the responsibility of the object that owns the index (such as the browser in the above example). Synchronization of indices other than the primary index may become the responsibility of the database in a future version of RODB.
Other types of indices are not currently implemented, but are certainly possible.

�The serial number is cleared in only the copy of the object passed to Delete(). If more than one copy of the object exists in memory, all other copies will still have the old (now invalid) SN.


�In this case, the database object cannot clear the SN of any copies of the object in memory; all memory copies will still have the old (now invalid) SN.


�Serial number reuse is not implemented in version 1.0b1 of the RODB package; the canReuseSerialNumbers flag is ignored.


� In RODB version 1.0b1, the primary index is a simple sequential list of index entries, and is searched sequentially. A simple sequential index was implemented for rapid initial deployment, but performance will rapidly degrade as the database size grows. One of the first revisions to the RODB package will be to rework the index class structure. This should have little or no impact on the file format or class interfaces.
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